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You download the elasticsearch package: 

 

 

Parts of the following content is copied as-is from elasticsearch documentation. 



You run ./elasticsearch and it just works, right? 

Not quite. 

You may want to look closer at the output of the bootstrap check: 

 

But first thing first: 

Elasticsearch loads its configuration from the 

$ES_HOME/config/elasticsearch.yml file by default. 

Any settings that can be specified in the config file can also be 

specified on the command line, using the -E syntax as follows: 

./elasticsearch -d -Ecluster.name=Bomb -Enode.name=Smelly 

 

You may want to redefine settings in elasticsearch.yml with regards to 

where Elasticsearch finds its folders to work with. 

configuration files (path.conf), data folder (path.data), 

logs golder (path.logs), scripts folder (path.scripts), etc. 



 

(Only) as soon you provide a custom setting for network.host, 

Elasticsearch assumes that you are moving from development mode to 

production mode, and upgrades a number of system startup checks from 

warnings to exceptions. 

It is vitally important to the health of your node that none of the 

JVM is ever swapped out to disk. One way of achieving that is set the 

bootstrap.memory_lock setting to true. 

This might cause the JVM or shell session to exit if it tries to 

allocate more memory than is available! 



After starting Elasticsearch, you can see whether this setting was 

applied successfully by checking the value of mlockall in the output 

from this request: GET _nodes?filter_path=**.mlockall 

If you see that mlockall is false, then it means that the mlockall 

request has failed. You will also see a line with more information in 

the logs with the words Unable to lock JVM Memory. 

The most probable reason, on Linux/Unix systems, is that the user 

running Elasticsearch doesn’t have permission to lock memory. 

To grant the user a permanent permission to lock memory, set memlock 

to unlimited in /etc/security/limits.conf 

 

Instead of this method, you can disable all swap files or configure 

swappiness to 1 (to be detailed later in this tutorial). 

We shall set the JVM heap size for Elasticsearch via jvm.options file 

that resides alongside elasticsearch.yml 

By default, Elasticsearch tells the JVM to use a heap with a minimum 

and maximum size of 2 GB. When moving to production, it is important 



to configure heap size to ensure that Elasticsearch has enough heap 

available. 

 

The value for these setting depends on the amount of RAM available on 

your server. 

 



Good rules of thumb are: 

 

 Set the minimum heap size (Xms) and maximum heap size (Xmx) to be 

equal to each other. 

 The more heap available to Elasticsearch, the more memory it can 

use for caching. But note that too much heap can subject you to 

long garbage collection pauses. 

 Set Xmx to no more than 50% of your physical RAM, to ensure that 

there is enough physical RAM left for kernel file system caches. 

 Don’t set Xmx to above the cutoff that the JVM uses for 

compressed object pointers (compressed oops); the exact cutoff 

varies but is near 32 GB. You can verify that you are under the 

limit by looking for a line in the logs like the following: 

heap size [1.9gb], compressed ordinary object pointers [true] 

 

Even better, try to stay below the threshold for zero-based compressed 

oops; the exact cutoff varies but 26 GB is safe on most systems, but 

can be as large as 30 GB on some systems. You can verify that you are 

under the limit by starting Elasticsearch with the JVM options -

XX:+UnlockDiagnosticVMOptions -XX:+PrintCompressedOopsMode and looking 

for a line like the following: 

heap address: 0x000000011be00000, size: 27648 MB, zero based 

Compressed Oops 

showing that zero-based compressed oops are enabled instead of 

heap address: 0x0000000118400000, size: 28672 MB, Compressed Oops with 

base: 0x00000001183ff000 

 

 

 

 

 

 

 



Elasticsearch uses a lot of file descriptors or file handles. Running 

out of file descriptors can be disastrous and will most probably lead 

to data loss. Make sure to increase the limit on the number of open 

files descriptors for the user running Elasticsearch to 65,536 or 

higher. 

 

You can check the max_file_descriptors configured for each node using 

the Nodes Stats API, with: 

GET _nodes/stats/process?filter_path=**.max_file_descriptors 

 



 

(Virtual Memory) we shall set vm.max_map_count to 262144 (or higher) 

To set this value permanently, update the vm.max_map_count setting in 

/etc/sysctl.conf. 

 

 

 



To verify after rebooting, run sysctl vm.max_map_count. 

 

Number of threads: 

Elasticsearch uses a number of thread pools for different types of 

operations. It is important that it is able to create new threads 

whenever needed. Make sure that the number of threads that the 

Elasticsearch user can create is at least 2048. 

This can be done by setting nproc to 2048 in etc/security/limits.conf. 

 

 



 

 

 

 

 

 

 

 

 

 



Additional methods for disabling/discouraging swapping: 

On Linux systems, you can disable swap temporarily by running: sudo 

swapoff -a. To disable it permanently, you will need to edit the 

/etc/fstab file and comment out any lines that contain the word swap. 

 

Configuring swappiness: 

Another option available on Linux systems is to ensure that the sysctl 

value vm.swappiness is set to 1. This reduces the kernel’s tendency to 

swap and should not lead to swapping under normal circumstances, while 

still allowing the whole system to swap in emergency conditions. 

 

 

 

 

 

 

 

 

 


